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BLARM animates static 3D meshes from monocular videos using compact, time-varying latent rigid motions
and time-invariant vertex-to-component skinning weights, visualized right of the textured animations. Our

representation produces temporally coherent, rig-free mesh animations across diverse objects.

Abstract

We introduce BLARM, a feed-forward method for video-driven 3D mesh ani-
mation. Given a monocular video and a static object mesh, BLARM predicts a
temporally coherent animated mesh whose motion follows the video. Rather than
relying on explicit rigs or directly regressing high-dimensional vertex motion, we
represent animation using a compact set of learned, time-varying rigid motion
components and time-invariant vertex-to-component skinning weights. This yields
a low-dimensional deformation space without requiring skeletons, cages, skin-
ning weights, or rig annotations. Our architecture conditions geometry-derived
deformation latents on video features through factorized spatial-temporal atten-
tion, then decodes rigid transformations blended by predicted skinning weights.
Trained with trajectory reconstruction, entropy regularization, and motion-aware
contrastive learning, BLARM produces accurate and temporally stable animations
while recovering compact, interpretable motion structure from monocular video.

1 Introduction

Creating dynamic 4D assets is central to graphics, vision, and digital content creation. While
recent generative models produce high-quality static 3D objects, animation remains challenging:
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the representation must preserve geometry and appearance while being temporally coherent and
remaining easy to edit and use. Meshes remain a dominant representation in graphics pipelines
because they are compact, editable, and broadly supported by tools for rendering, simulation, and
animation. Traditional mesh animation systems rely on structured deformation models such as
skeletons and cages [Magnenat-Thalmann et al., 1988, Lewis et al., 2000, Ju et al., 2005]. These
representations provide low-dimensional control over high-resolution geometry: instead of moving
every vertex independently, animators control a small set of handles whose motions are blended
across the mesh. This subspace view of animation is powerful because many object motions are
intrinsically low-dimensional, with large groups of vertices moving coherently as deformable parts.

Driving these compact representations, however, requires a source of motion. Monocular video is a
natural and widely available choice: it captures rich dynamics and is far less laborious to obtain than
hand-authored keyframes. One family of recent learning-based methods predicts rigs or deformation
structures for 3D assets [Xu et al., 2020, Zhang et al., 2025b, Song et al., 2025b], but these structures
are typically inferred primarily from geometry and may not adapt to the target motion observed in a
particular video. As a result, they can fail to represent the sequence-specific deformations needed
to match the observed motion. A separate line of work avoids explicit rigging and directly predicts
vertex offsets or per-frame deformed meshes from video [Sabathier et al., 2026, Jiang et al., 2026,
Chen et al., 2026b]. These approaches can model complex deformations without committing to a
fixed kinematic template. However, operating directly in vertex space is high-dimensional and poorly
aligned with standard animation workflows. We propose an intermediate representation that is more
structured than vertex offsets, but more motion-adaptive than a fixed or geometry-only rig.

We introduce BLARM, a feed-forward framework for animating a mesh from a monocular video. The
core idea is to represent motion using a compact set of learned, time-varying rigid motion components
along with time-invariant vertex-to-component skinning weights. Each latent component is decoded
into a rigid transformation over time, while each vertex learns how to blend the motion components.
This yields a low-dimensional deformation space without requiring predefined skeletons, cages, or
rig annotations during training or inference. To encourage meaningful decompositions, we train
the model with trajectory reconstruction, entropy regularization for sparse per-vertex skinning, and
a motion-aware contrastive objective that encourages vertices with similar motion to share similar
skinning weights. Experiments show that BLARM improves geometric accuracy and temporal
consistency compared to several animation baselines. We summarize our contributions as follows:
• We introduce a compact latent deformation representation in which learned time-varying motion

components are blended by time-invariant vertex-to-component skinning weights. This provides a
low-dimensional animation space without requiring explicit skeletons, cages, or rig annotations.

• We design a feed-forward transformer architecture that combines geometry-conditioned deforma-
tion latents with video features using factorized attention, capturing interactions among motion
components within each frame and temporal consistency across frames.

• We introduce training losses that favor accurate trajectory reconstruction, sparse per-vertex skinning,
and motion-consistent vertex-to-component assignments, yielding coherent mesh animations.

2 Related Work

4D asset generation. 4D generation extends 3D content creation to dynamic assets whose geometry,
appearance, or motion evolves over time. Recent methods have explored a variety of dynamic
representations, including Gaussian Splat models [Ren et al., 2023, Zeng et al., 2024, Ren et al.,
2024, Zhang et al., 2025a, Li et al., 2024a] and dynamic mesh generation methods [Jiang et al.,
2024, Wu et al., 2025, Chen et al., 2025, Yenphraphai et al., 2025]. Gaussian representations can
produce compelling rendered videos, but they are less directly compatible with standard mesh-based
animation and simulation, which remain attractive because they preserve explicit surfaces, vertex
correspondences, and compatibility with existing graphics pipelines. We therefore focus on video-
driven 4D mesh animation. We refer readers to Miao et al. [2025] for a survey of 4D generation.

Video-driven mesh animation. Recent methods animate meshes from video by predicting vertex
displacements or per-frame deformed meshes in a feed-forward manner [Sabathier et al., 2026, Jiang
et al., 2026, Chen et al., 2026b]. These methods are related to our setting because they take a video
and a static mesh as input and output an animated mesh without requiring a predefined rig. Their
strength is expressivity: by operating directly in vertex space, they can model complex deformations
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without committing to an explicit kinematic structure. However, direct vertex-space prediction is
high-dimensional, difficult to interpret, and provides limited inductive bias for coherent part motion.
In contrast, our method predicts a compact set of rigid transformations and time-invariant vertex-
to-component skinning weights. This intermediate representation constrains the deformation space
while retaining the feed-forward, video-conditioned nature of these approaches. Other dynamic mesh
methods generate a separate 3D shape for each frame, then rely on registration or post-processing
to establish temporal correspondences [Chen et al., 2025, Yenphraphai et al., 2025]. Such pipelines
produce per-frame geometry, but correspondence recovery is expensive and introduces temporal
inconsistencies. Our method instead maintains a fixed mesh and animates it through predicted
transformations and skinning weights, preserving vertex correspondences by construction.

Rigging. Classical animation pipelines use low-dimensional deformation primitives such as skele-
tons, bones, cages, handles, and skinning weights [Magnenat-Thalmann et al., 1988, Lewis et al.,
2000, Jacobson et al., 2014, Ju et al., 2005, Joshi et al., 2007, Jacobson et al., 2011]. These methods
exploit the observation that many mesh motions are locally coherent: groups of vertices move accord-
ing to shared transformations rather than independent trajectories. Linear Blend Skinning (LBS) is
widely used because it animates high-resolution meshes by blending a small set of rigid transforma-
tions, making the resulting representation compact, editable, and compatible with production tools.
Learning-based rigging methods infer skeletons, joints, skinning weights, or deformation handles for
static 3D assets [Xu et al., 2019, 2020, Zhang et al., 2025b, Song et al., 2025b, Liu et al., 2025a, Guo
et al., 2025, Liu et al., 2021, Jakab et al., 2021, He et al., 2025]. These methods provide structured
and reusable deformation spaces, but the inferred structure is driven by geometry or category-level
priors alone. Thus it may poorly match to the specific motion observed in a target video, especially
for generic objects whose functional articulation depends on both shape and motion. Our method
differs by learning a motion-conditioned deformation representation: the latent rigid components and
their transformations are inferred from the input video, while the skinning weights remain attached
to the mesh. Several works also learn skeleton-free deformation representations for pose transfer
and dynamic shape modeling from posed 3D meshes, mesh sequences, or vertex trajectories [Liao
et al., 2022, Chen et al., 2023, Song et al., 2023, Han et al., 2024, Zhang et al., 2026]; in contrast, we
infer the deformation representation directly from monocular video given a single static target mesh.
Other works also model articulated objects by estimating part decompositions and mechanical joints,
such as revolute or prismatic joints [Goyal et al., 2025]; see Liu et al. [2025b] for a survey. These
approaches provide interpretable physical structure when the object can be explained as a rigid-body
system with explicit joints, but often rely on assumptions about part segmentation, articulation type,
or category-specific structure. Our formulation does not require discrete part annotations or a fixed
joint model. Instead, it represents motion with a fixed-capacity set of learned rigid components that
can approximate diverse articulated or deformable motions through blending.

Motion subspaces for dynamic meshes. Our work is also related to methods that reduce mesh
animation to a lower-dimensional motion subspace. Prior work has parameterized motion using
continuous deformation fields [Niemeyer et al., 2019, Xie et al., 2022], time-varying Jacobian
fields [Aigerman et al., 2022], spatial deformation handles [Liu et al., 2021, Jakab et al., 2021, He
et al., 2025], temporal bases such as splines [Wang et al., 2026], or subspace transformations predicted
over time [Xu et al., 2022, Wu et al., 2023, Li et al., 2024b, Song et al., 2025a, Jiang et al., 2026, Chen
et al., 2026a]. These methods demonstrate the value of compact motion representations for scalability
and temporal regularity. However, many either rely on predefined deformation structures or optimize
sequence-specific models. BLARM combines the advantages of subspace-based animation and
video-conditioned feed-forward prediction. It learns a compact set of latent rigid motion components,
predicts their time-varying transformations from video, and assigns vertices to those components with
time-invariant skinning weights. The representation is adapted to the observed motion; unlike direct
vertex-space methods, it remains compact and interpretable; and unlike explicit articulated-object
models, it does not require skeletons, part labels, or predefined joint types.

3 Method

Overview. Given a monocular video depicting the motion of an articulated object, the goal of our
method is to produce an animated 3D model whose motion is consistent with the video. We assume
access to a canonical mesh of the object, optionally with texture, either provided or reconstructed
from the first video frame using a state-of-the-art image-to-3D model. In experiments that evaluate
animation independently of reconstruction quality, we use the ground-truth canonical mesh when
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available; otherwise, we use Trellis2 [Xiang et al., 2025]. We refer to this mesh as the canonical mesh,
and denote its vertex positions by X = {xn}Nv

n=1, where Nv is the number of vertices. Our method
then estimates a temporally coherent animation of this mesh, denoted by X̂1:T = {x̂t,n}T,Nv

t=1,n=1.
The key idea of our method is to represent object motion using a compact set of time-varying 3D rigid
motion components, together with a time-invariant assignment from vertices to those components.
This factorization separates how the object moves from which parts of the object are affected by
each motion. We first describe this motion representation, and then the test-time architecture (Figure
1) used to infer the rigid motion components and vertex-to-component assignments (Section 3.2).
Finally, we describe our training procedure used to learn the model (Section 3.3).
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Figure 1: Method overview. BLARM takes a canonical mesh and a monocular video as input and
represents the animation using a compact set of latent rigid motion components. Geometry-aware
latents are conditioned on frame-wise DINOv3 features to predict time-varying rigid transformations,
while time-invariant vertex-to-component skinning weights are learned without explicit skinning
supervision. The final animated sequence is obtained by blending the predicted transformations
through linear blend skinning.

3.1 Motion Representation

Latent motion components. Classical animation systems often represent shape motion using a
sparse set of deformation primitives, such as skeletal joints, bones, cage handles, or sparse simula-
tion particles [Magnenat-Thalmann et al., 1988, Lewis et al., 2000, Joshi et al., 2007, Müller and
Chentanez, 2011].

These representations are effective because many object motions are intrinsically low-dimensional:
neighboring surface points often follow similar trajectories, and large articulated regions may share a
rigid motion induced by a nearby joint or part. Predicting an independent trajectory for every mesh
vertex would therefore be highly overparameterized and would make temporal consistency difficult
to enforce.

We adopt the same principle, but replace hand-engineered deformation structures with learned latent
motion components. This choice is important in our setting because the input is a monocular video
and a canonical mesh; we assume no skeletons, cages, or rigging annotations are available for training.
Moreover, the objects of interest may not conform to a human-designed kinematic template. Learned
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latents allow the model to infer a compact object-specific motion basis directly from geometry and
video evidence, while still retaining the efficiency and flexibility of primitive-based animation models.

Specifically, for each frame t, the model predicts a set of J motion latents {zt,i}Ji=1, each of which
is decoded into a rigid transformation (Rt,i, tt,i) ∈ SE(3) for i = 1, . . . , J , where Rt,i ∈ SO(3)
and tt,i ∈ R3 denote the rotation and translation associated with the i-th latent motion component
at frame t. These transformations vary over time and define the motion basis used to animate the
canonical mesh. We reserve the first component as a special “root” component for global object
motion, while the remaining components represent local motion relative to the root frame.

Vertex-to-component weights. Our representation is inspired by skinning-based animation, where
surface points inherit motion from a small number of joints or handles [Magnenat-Thalmann et al.,
1988, Lewis et al., 2000]. For each canonical vertex xn, we predict a wn = {wn,i}Ji=2 over the non-
root latent motion components. The scalar wn,i measures the association between vertex n and latent
component i, determining how strongly the corresponding rigid transformation contributes to the
motion of the vertex. These weights are predicted on the canonical mesh and remain fixed across time.
Thus, the temporal variation of the animation is captured by the latent rigid transformations, while the
spatial structure of the deformation is captured by the vertex-to-component assignments. Following
standard properties desired of skinning weights [Lewis et al., 2000, Jacobson et al., 2011], we
design the predicted skinning weights to be non-negative, normalized over the non-root components,
sparse at the per-vertex level, and spatially coherent. Non-negativity and normalized blending are
enforced by a softmax parameterization. Entropy regularization encourages each vertex to depend on
a few latent motion components, avoiding dense mixtures of many transformations. Locality and
motion-consistent grouping are encouraged by a contrastive learning objective (Section 3.3).

This factorization represents animation through time-varying latent rigid transformations describing
how the object moves and time-invariant skinning weights describing where each component acts.

Blended motion. Given the latent rigid transformations and vertex-to-component weights, we
animate the canonical mesh using linear blend skinning (LBS) [Magnenat-Thalmann et al., 1988,
Lewis et al., 2000]. For each frame t and vertex xn, the predicted animated position is

x̂t,n = Rt,1

(
J∑

i=2

wn,i (Rt,ixn + tt,i)

)
+ tt,1. (1)

The formulation blends the non-root transformations in the root-local frame and then applies the
global root transformation. It is differentiable, and directly compatible with the predicted non-
negative normalized weights. It preserves the desired separation between time-varying motion and
time-invariant structure: the transformations (Rt,i, tt,i) change across frames, while the weights
wn remain attached to the canonical mesh. As a result, vertices with similar assignments undergo
coherent motion over time, even though the latent components themselves are not tied to an explicit
skeleton or predefined rig. Note that we use LBS because it provides a minimal and widely used
deformation model for blending rigid transformations. Other differentiable skinning formulations,
such as dual quaternion skinning [Kavan et al., 2007, 2008], could also be used in place of Eq. (1).
Our contribution is orthogonal to this choice: the central representation is the learned set of latent
motion components and the time-invariant vertex-to-component assignment.

3.2 Architecture

We now describe the test-time architecture used to infer the motion representation introduced in
Section 3.1. Given a monocular input video and the reconstructed canonical mesh, the network
predicts two quantities: a sequence of time-varying latent rigid transformations and a set of time-
invariant vertex-to-component skinning weights. Geometry encoding. We first encode the canonical
mesh into a compact set of geometry-conditioned deformation latents {hi}Ji=1, where J is much
smaller than the number of mesh vertices Nv. These latents provide a low-dimensional shape
representation from which the model will later infer the motion components. Following query-based
shape encoders such as 3DShape2VecSet [Zhang et al., 2023], we uniformly sample N surface points
from the input mesh together with their normals. The sampled points are processed by the frozen
shape encoder of TripoSG [Li et al., 2025], producing dense geometric features {gk}Nk=1, where
gk ∈ RD. While these dense features preserve detailed geometric information, they are too numerous
to use directly as motion components. We compress them into a smaller set of learned deformation
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latents. To this end, we introduce a fixed set of learnable queries {qi}Ji=1 and let them attend to the
dense geometric features through a stack of cross-attention blocks, following DETR’s query-based
aggregation strategy [Carion et al., 2020]:

{hi}Ji=1 = CrossAttngeom
(
{qi}Ji=1, {gk}Nk=1

)
. (2)

The resulting representation {hi}Ji=1 is a compact J ×D set of geometry-aware deformation tokens.
Intuitively, each token aggregates information from the canonical shape and acts as a candidate
motion component before video conditioning. This compression encourages the subsequent motion
encoder to reason over a small set of potential deformation regions rather than over all mesh vertices
or sampled surface points.

Motion encoding. The geometry-conditioned deformation latents {hi}Ji=1 encode the canonical
shape, but they are not yet conditioned on the motion observed in the input video. We therefore
introduce a stack of motion encoding blocks designed to transform these shape-dependent latents into
time-varying motion latents. Each block consists of three operations: cross-attention to per-frame
DINOv3 features [Siméoni et al., 2025], spatial self-attention across deformation latents within each
frame, and temporal self-attention along the video sequence.

Temporal broadcasting of deformation latents. We first broadcast the deformation latents across
time z

(0)
t,i = hi, t = 1, . . . , T, i = 1, . . . , J forming an initial tensor Z(0) ∈ RT×J×D. Since

the latent index i is shared across frames, this broadcasting step allows each deformation latent to
specialize to a consistent candidate motion region, while its state varies over time according to the
video evidence. To encode frame identity, we add a learnable temporal embedding θt ∈ RD to all
deformation latents at frame t: z(0)

t,i ← z
(0)
t,i + θt = hi + θt. The resulting tensor is used as input to

our motion encoder.

Spatiotemporal encoding of visual tokens. Let {dt,k}Kk=1 denote the DINOv3 patch tokens
extracted from frame t. Because the same local image appearance may occur at different locations
or times, we augment these tokens with a spatiotemporal positional encoding. For each patch
index k in frame t, we compute et,k = fpos(t, k) ∈ RD, and define d̃t,k = dt,k + et,k. These
position-augmented visual tokens will be used to provide frame-specific evidence to the deformation
latents.

Motion encoder block. Each motion encoding block refines the latent tensor through factorized
visual, spatial, and temporal attention:

Z(ℓ) = T (ℓ)
(
S(ℓ)

(
D(ℓ)

(
Z(ℓ−1), D̃

)))
, ℓ = 1, . . . , B, (3)

whereD(ℓ) denotes cross-attention with DINOv3, S(ℓ) denotes spatial self-attention, and T (ℓ) denotes
temporal self-attention, and ℓ indexes the motion encoding block. Specifically, within each block,
we first condition the deformation latents on the frame-wise visual features to inject frame-specific
visual evidence into them. For each frame t, the latents attend to the DINOv3 tokens extracted from
the same frame:

{u(ℓ)
t,i }

J
i=1 = CrossAttnDINO

(
{z(ℓ−1)

t,i }Ji=1, {d̃t,k}Kk=1

)
. (4)

Although each latent maintains a persistent identity over time, object motion often involves depen-
dencies between parts, e.g., the motion of one articulated component may constrain or co-vary with
the motion of another. We therefore apply self-attention across the deformation latents within each
frame to reason about interactions among candidate motion components while keeping computation
restricted to the compact latent set:

{s(ℓ)t,i }
J
i=1 = SelfAttnspatial

(
{u(ℓ)

t,i }
J
i=1

)
. (5)

Temporal self-attention. Finally, we model the evolution of each latent component over time. Since
the same latent index i corresponds to the same candidate deformation component throughout the
sequence, we apply temporal self-attention independently for each latent to aggregate information
across frames and encourage temporally coherent motion estimates for each latent component:

{z(ℓ)
t,i }

T
t=1 = SelfAttntemporal

(
{s(ℓ)t,i }

T
t=1

)
, i = 1, . . . , J. (6)
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Complexity Analysis. Note that compared with full self-attention over all TJ spatiotemporal tokens,
which scales as O((TJ)2), the factorized spatial–temporal attention used in our motion encoder
scales as O(TJ2) +O(JT 2). This makes the motion encoder more efficient while preserving the
two interactions needed for animation: coordination among motion components within a frame
and temporal consistency of each component across frames. We report run time in Table 6 in the
Appendix.

Rigid transformation decoding. The output of the motion encoder, Z(B) = {z(B)
t,i }, contains

one motion-aware latent for each frame t and each latent component i. We decode each latent
into a rigid transformation that will be used by the skinning model to animate the canonical mesh.
Specifically, each motion latent z(B)

t,i is passed to two lightweight MLP heads. The first head

predicts a 6D continuous rotation representation [Zhou et al., 2019]: rt,i = frot

(
z
(B)
t,i

)
∈ R6. We

convert this representation into a valid rotation matrix using the Gram–Schmidt orthogonalization
procedure of Zhou et al. [2019]: Rt,i = GS (rt,i) ∈ SO(3). The second head predicts the translation

component: tt,i = ftrans

(
z
(B)
t,i

)
∈ R3. Together, (Rt,i, tt,i) define the rigid motion associated with

latent component i at frame t. These decoded transformations are subsequently blended using the
predicted skinning weights to produce the animated mesh.

Skinning weight prediction. For each canonical vertex xn, our model predicts skinning weights
only over the non-root components, i.e., wn = {wn,i}Ji=2, with wn,i ≥ 0 and

∑J
i=2 wn,i = 1. For

each canonical vertex xn with normal nn, we first compute a geometric descriptor using a sinusoidal
encoding followed by an MLP: pn = fpt (γ(xn,nn)) , where γ(·) denotes the positional encoding
of vertex coordinates and normals. Since semantic part structure is often correlated with kinematic
structure, we additionally use a frozen PartField encoder [Liu et al., 2025c] to extract a semantic
feature sn for each vertex. We note that PartField is used solely to extract frozen semantic features;
we do not use any discrete part labels or segmentations derived from its features. We concatenate the
geometric and semantic descriptors to obtain qn = [pn, sn]. The skinning weights are defined on
the canonical mesh and remain fixed, so we summarize each motion component across the video by

temporal average pooling, z̄i =
1

T

T∑
t=1

z
(B)
t,i for i = 1, . . . , J .

The vertex descriptors then attend to these time-aggregated latents:

{cn}Nv
n=1 = CrossAttnskin

(
{qn}Nv

n=1, {z̄i}Ji=1

)
. (7)

A lightweight MLP head predicts non-root logits from cn, which are normalized with a softmax to
obtain the skinning weights wn. Note that the root component is excluded from logits regression
because it is applied globally to all mesh vertices.

3.3 Training

We train BLARM using supervision from point trajectories. Given ground-truth animated vertex
positions x∗

t,n, our objective combines three complementary terms: a trajectory reconstruction loss
for accurate animation, an entropy regularizer for sparse per-vertex skinning, and a motion-aware
contrastive loss for spatially coherent skinning weights. We ablate entropy and contrastive loss
terms in Appendix A. Trajectory reconstruction loss. The primary training signal encourages the
predicted animated mesh to match the observed point trajectories. We measure the reconstruction
error between the predicted position x̂t,n from Eq. (1) and the ground-truth position x∗

t,n. A uniform
point-wise loss, however, can be dominated by static or weakly moving regions. We therefore use a
focal-style reweighting [Lin et al., 2017] that emphasizes points with larger motion error:

Lrec =
1

TNv

T∑
t=1

Nv∑
n=1

ωt,n

∥∥x̂t,n − x∗
t,n

∥∥
1
, ωt,n =

∥∥x̂t,n − x∗
t,n

∥∥
2

1
Nv

∑Nv

m=1

∥∥x̂t,m − x∗
t,m

∥∥
2
+ ϵ

. (8)

This weighting encourages the model to explain articulated and deforming regions rather than mini-
mizing the loss primarily through static parts of the mesh. Entropy regularization. Reconstruction
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alone does not prevent a vertex from blending many latent transformations, so we regularize the
predicted non-root skinning weights with an entropy penalty to encourage traditional rigging-like
behavior, where each vertex is influenced by few bones:

Lent = −
1

Nv

Nv∑
n=1

J∑
i=2

wn,i log(wn,i + ϵ). (9)

Motion-aware contrastive loss. While entropy promotes sparse per-vertex assignments, it does not
by itself enforce spatial or kinematic coherence. We therefore add a contrastive loss that encourages
vertices with similar motion to have similar skinning weights, and vertices with dissimilar motion to
have distinct weights. We construct positive and negative pairs from ground-truth point trajectories.
For each vertex, we compute a compact trajectory descriptor mt,n encoding translational direction,
rotational direction, motion magnitude, and a static-point indicator. We then define motion similarity
between vertices by averaging cosine similarity over time: smot

n,m = 1
T

∑T
t=1 ⟨mt,n,mt,m⟩ . For an

anchor vertex a, positives are sampled from vertices with high motion similarity, while negatives
are sampled from vertices with low motion similarity. We additionally bias positive sampling
toward nearby canonical vertices and include both spatially distant easy negatives and nearby hard
negatives. Details of the trajectory descriptor and sampling procedure are provided in Appendix D.
The contrastive loss is applied to the predicted non-root skinning weights. Given two vertices u
and v, we measure similarity between their skinning weights using the Bhattacharyya coefficient:
sskinu,v =

∑J
i=2

√
wu,iwv,i. For an anchor a, a positive b, and sampled negatives N (a), we use an

InfoNCE-style objective:

Lcon=−
1

2

[
log

exp(sskina,b /τ)

exp(sskina,b /τ)+
∑

c∈N (a) exp(s
skin
a,c /τ)

+log
exp(sskinb,a /τ)

exp(sskinb,a /τ)+
∑

c∈N (b) exp(s
skin
b,c /τ)

]
.

(10)
Here, τ is a temperature parameter. This objective encourages motion-consistent vertices to share
similar vertex-to-component assignments while separating vertices that follow different motions.
Final objective. The full training objective is

L = λrecLrec + λentLent + λconLcon. (11)

In our implementation, we set λrec = 3, λent = 0.001, and λcon = 0.3. Implementation details.
More details on the architecture and training are provided in Appendix C.

4 Experiments

We now discuss our training and evaluation protocol, along with comparisons, results, and ablations.

Training dataset. We train on animated object sequences from the Objaverse-1.0 split curated
by Liang et al. [2024]. We remove all objects and sequences that appear in our evaluation sets,
resulting in approximately 10k shapes. For each sequence, we compute a canonical normalization
transform from the first frame by scaling the object to fit inside a unit bounding box, and apply
the same transform to all subsequent frames to preserve temporal consistency. We render each
normalized sequence as a monocular video at resolution 512 × 512, with uniform sampling of
camera view points. The resulting canonical and animated mesh sequences, and rendered videos
form our training data. Test datasets. We first evaluate on ActionBench [Sabathier et al., 2026] and
Motion80 [Chen et al., 2026b], two benchmarks with textured canonical meshes and ground-truth
mesh animations. ActionBench contains 128 16-frame sequences, while Motion80 contains 80
variable-length sequences. On both datasets, we evaluate geometric accuracy directly on the predicted
mesh motion and appearance quality using rendered videos. Additional dataset details are provided
in the Appendix B.2. We also report qualitative and quantitative results on the in-the-wild split of
Consistent4D [Jiang et al., 2023], where canonical meshes are not provided. In this setting, we
reconstruct the canonical textured mesh using an off-the-shelf image-to-3D model [Xiang et al.,
2025], and then apply our animation model to the reconstructed mesh.

Baselines. We compare against three feed-forward mesh animation baselines: Action-
Mesh [Sabathier et al., 2026], Mesh4D [Jiang et al., 2026], and Motion3-to-4 [Chen et al., 2026b].
These are the most direct comparisons for our setting because they take a video and a canonical mesh
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Figure 2: Qualitative comparison on ActionBench. Across diverse shapes, BLARM preserves the
canonical mesh structure better than baselines and yields temporally more coherent animations with
fewer jittering or distorted parts.

Geometry Appearance
Method CD-3D↓ CD-4D↓ CD-Motion↓ LPIPS↓ CLIP↑ FVD↓ DreamSim↓
Mesh4D 2.57 5.01 9.24 0.06 0.95 787.38 0.08
Motion3-to-4 2.49 5.34 10.31 0.07 0.92 1270.80 0.12
ActionMesh 3.30 5.61 11.12 0.08 0.93 1126.90 0.11
Ours 1.71 3.07 7.15 0.05 0.96 426.72 0.05

Table 1: Quantitative evaluation on ActionBench. BLARM outperforms feed-forward mesh
animation baselines across geometric and appearance based metrics, indicating more accurate and
temporally stable mesh animation.

Geometry Appearance
Method CD-3D↓ CD-4D↓ CD-Motion↓ LPIPS↓ CLIP↑ FVD↓ DreamSim↓
Mesh4D 5.40 11.13 24.26 0.11 0.93 1517.45 0.11
Motion3-to-4 2.25 5.89 13.00 0.07 0.95 735.57 0.06
ActionMesh 2.44 5.48 12.78 0.08 0.94 791.80 0.08
Ours 1.93 3.46 8.72 0.06 0.97 482.50 0.05

Table 2: Quantitative evaluation on Motion80. BLARM achieves better performance across
metrics, demonstrating accurate reconstruction and temporally consistent mesh motion on long
animation sequences.

as input and predict an animated mesh without requiring a predefined rig. Unlike these methods,
which directly regress vertex displacements or deformed vertex positions, BLARM predicts a compact
set of root-relative rigid transformations and blends them with time-invariant skinning weights. This
representation constrains the deformation space while remaining feed-forward and rig-free. Evalua-
tion metrics. For geometric evaluation on ActionBench [Sabathier et al., 2026] and Motion80 [Chen
et al., 2026b], we follow the ActionMesh protocol and report three complementary metrics CD-3D,
CD-4D, CD-Motion; we refer readers to Sabathier et al. [2026] for implementation details. We also
evaluate rendered appearance. We report LPIPS, CLIP similarity, FVD, and DreamSim, capturing
complementary aspects of perceptual fidelity, semantic consistency, and temporal realism. We refer
readers to Appendix B.1 for additional details.

Quantitative results. Tables 1 and 2 report quantitative results on ActionBench and Motion80.
We report results for Consistent4D in Appendix B.3. BLARM achieves the best performance on
average on all three benchmarks. Lower CD-3D and CD-4D show that our predictions better match
the target mesh sequence under frame level alignment, while the larger CD-M improvement reflects
more stable, temporally consistent mesh motion. BLARM also improves appearance-based metrics,
achieving the best LPIPS, CLIP similarity, FVD, and DreamSim scores on both datasets. The gain
in FVD is particularly important because it is sensitive to temporal artifacts in rendered videos.

9



These results suggest that the proposed root-relative rigid components and time-invariant skinning
weights improve not only geometric alignment, but also the visual stability of rendered animations.

Figure 3: Predicted skinning weights. Learned
vertex-to-component assignments align with co-
herent moving regions, showing that BLARM
discovers structured, part-aware decompositions
without rig or skinning supervision.

Qualitative results. Figure 2 shows qualitative
comparisons on ActionBench. We refer readers
to Appendix B.3 for qualitative results on Mo-
tion80. Baseline methods often produce plausi-
ble shapes in individual frames, but can exhibit
temporal jitter, part distortion, or inconsistent de-
formation over time. In contrast, BLARM better
preserves the structure of the canonical mesh while
producing stable motion across the sequence. Fig-
ure 3 visualizes the predicted skinning weights by
assigning each latent component a distinct color
and coloring vertices according to their vertex-to-
component assignments. The resulting maps often
align with coherent moving regions, such as bending shoe parts and feather groups. Although
these components are learned without explicit rig supervision, the visualizations suggest that the
model often discovers structured, part-aware decompositions that support temporally coherent mesh
animation.

5 Discussion and Limitations

Our results suggest that representing vertex motion through a compact subspace of learned rigid
transformations provides an effective structure for generating geometrically plausible and temporally
coherent animations. Limitations. First, the learned skinning weights may be suboptimal in
challenging cases, causing nearby or visually similar regions to receive incorrect vertex-to-component
assignments resulting in less coherent animation. Second, our approach assumes that the input
canonical mesh has a topology that can reasonably support the target motion. When this assumption
is violated, the predicted deformation may produce artifacts. We also refer readers to Appendix B.4.
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Model CD-3D↓ CD-4D↓ CD-M↓ Lat./Vtx. Lat./Shape

w/o PartField, ent., con. 2.95 5.78 13.53 1.00 1.00
w/o contrastive 2.95 5.88 12.90 1.00 1.00
Per-vertex direct prediction 2.47 4.33 10.96 — —
w/o PartField 2.37 4.07 10.51 1.85 22.20
w/o entropy 2.22 4.05 9.71 1.97 27.98
Control 2.22 4.04 9.48 1.59 25.52
Final model 1.71 3.07 7.15 1.71 29.50

Table 3: Ablation study on ActionBench. Each component of BLARM contributes to performance:
PartField features, entropy regularization, and motion-aware contrastive learning improve motion
accuracy and sparsity while encouraging compact latent usage.

Appendix
In the appendix, we provide additional details and experimental results:

• Appendix A presents ablation studies that analyze the contribution of each component.

• Appendix B provides experimental details, including evaluation metrics, datasets, additional
results, and limitations.

• Appendix C describes implementation details, including preprocessing, architecture, de-
coders, training, and inference.

• Appendix D details the motion-aware contrastive loss.

• Appendix E discusses the broader societal impact of the proposed method.

A Ablations

Table 3 analyzes the contribution of the main components of BLARM on ActionBench. Lat./Vtx.
denotes the average number of active non-root components assigned to each vertex, i.e. vertex-to-
latent weights above 0.01, and Lat./Shape denotes the average number of active non-root components
used per shape. Removing PartField features, entropy regularization, and contrastive learning
substantially degrades performance, increasing CD-3D, CD-4D, and CD-M to 2.95, 5.78, and
13.53, respectively. In this setting, the model effectively collapses to using very few non-root latent
components, as reflected by the latent-count statistics. Removing only the contrastive loss causes
a similar collapse, indicating that motion-aware contrastive supervision is critical for encouraging
different latent components to specialize to different moving regions. We further compare against a
direct per-vertex offset prediction baseline that removes our latent rigid-motion formulation. While it
improves over collapsed latent variants, it remains notably worse than the full model, particularly on
CD-M, supporting the benefit of structured latent motion for temporally coherent deformation.

Adding PartField features improves motion fidelity, reducing CD-M from 12.90 to 10.51, suggesting
that semantic vertex representations help align the learned components with meaningful object
parts. Entropy regularization further improves performance by encouraging sparse and confident
vertex-to-component assignments, reducing CD-M to 9.48 in the controlled setting. Finally, the
full model achieves the best reconstruction and motion accuracy, with CD-3D, CD-4D, and CD-M
of 1.71, 3.07, and 7.15. These results show that semantic vertex features, sparse skinning weights,
and motion-aware contrastive learning are complementary: together they prevent latent collapse,
encourage part-level decomposition, and improve temporally coherent mesh animation.

Number of motion primitives. We further analyze the effect of the number of non-root latent
motion primitives J in Table 4. With J = 15, the limited deformation capacity leads to worse
reconstruction and denser vertex-to-latent assignments. Increasing to J = 63 gives comparable
performance to J = 31, but uses substantially more active latents per shape, while J = 127 further
increases fragmentation and degrades performance. Overall, J = 31 provides a good balance between
deformation capacity, sparsity, and representation compactness.
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Model CD-3D ↓ CD-4D ↓ CD-M ↓ Lat./Vtx. Lat./Shape

J = 15 2.53 4.49 11.42 2.63 14.64
J = 31 2.22 4.04 9.48 1.59 25.52
J = 63 2.38 4.20 9.44 1.22 42.01
J = 127 2.44 5.11 11.88 1.24 96.27

Table 4: Number of latent motion primitives. Too few primitives restrict deformation capacity,
while too many lead to less compact representations without clear performance gains; J = 31
provides the best overall balance.
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Figure 4: Qualitative comparison on Motion80. Compared to the baselines, BLARM better
maintains part structure and produces more stable deformations across time, yielding animations that
closely match the ground-truth motion.

B Experiments

B.1 Metrics

Geometric Metrics We here explain how each Geometric metric is calculated and refer readers
to Sabathier et al. [2026] for implementation details. CD-3D measures per-frame reconstruction
accuracy by aligning each predicted mesh to the corresponding ground-truth frame with ICP and
computing Chamfer Distance. CD-4D evaluates sequence-level consistency by estimating a single
global rigid alignment from the first frame and averaging Chamfer Distance over the full sequence.
CD-Motion measures motion fidelity by evaluating whether point correspondences are preserved over
time: after global ICP alignment, nearest-neighbor correspondences are computed in the first frame
and the bidirectional correspondence error is accumulated throughout the sequence. All geometric
metrics are computed using 100,000 uniformly sampled surface points, with meshes centered at the
origin and normalized to a unit bounding box.

Appearance Metrics For each predicted textured mesh sequence, we render four evenly spaced
viewpoints around the object. When ground-truth textured mesh sequences are available, for Action-
Bench and Motion80, we render them from the same viewpoints and compare predicted and reference
videos.

B.2 Evaluation Datasets

We provide additional details on the evaluation datasets used in Sec. 4.

ActionBench. ActionBench [Sabathier et al., 2026] provides object identifiers for animated assets,
and not the textured mesh. Since these identifiers are publicly available, we retrieve the corresponding
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Figure 5: Additional qualitative results on ActionBench. We show additional comparisons with
feed-forward mesh animation baselines.

object glbs from Objaverse [Deitke et al., 2023]. We render each animation for 16 frames, matching
the frame count used by ActionBench. For all methods, we use the ground-truth mesh from the
first frame as the canonical input mesh. Since all evaluated baselines predict vertex offsets on the
input mesh, we preserve the original textures and use them when rendering predicted animations for
appearance metrics and qualitative comparisons.

Motion80. Motion80 [Chen et al., 2026b] provides animated meshes together with their textures.
As in ActionBench, the first-frame mesh is used as the canonical input for all methods, and the
provided texture is retained for rendering both predicted and ground-truth animated sequences.

Consistent4D. We additionally evaluate on the in-the-wild split of Consistent4D [Jiang et al., 2023],
which contains 12 video sequences. Since this dataset does not provide ground-truth meshes, we
reconstruct the first-frame shape and material using TRELLIS2 [Xiang et al., 2025] and provide the
same reconstructed canonical mesh to all baselines.

Since ground-truth meshes and camera parameters are not available, we render the reconstructed
animated mesh from four uniformly spaced viewpoints and report appearance metrics against the
input video after averaging over the rendered views.

B.3 Additional Results

Figure 5 and Figure 4 show qualitative results on ActionBench, and Motion80, respectively. BLARM
produces more temporally stable animations while better preserving the geometrical structure. Com-
pared to baselines, it reduces visible distortions and part entanglement, leading to motion that more
closely follows the ground-truth sequence. On Consistent4D, our method obtains favorable LPIPS,
FVD, and DreamSim scores while performing comparably on CLIP in Table 5. The qualitative results
in Figure 6 suggest that our animation maintains the reconstructed canonical structure over time.

B.4 Limitations

Figure 7 showcases our limitation. Our method can produce imperfect mesh animation, when nearby
regions have similar visual appearance but should move independently. In such cases, incorrect
vertex-to-component assignments may entangle adjacent parts, leading to suboptimal animation.
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Method LPIPS↓ CLIP↑ FVD↓ DreamSim↓
Mesh4D 0.16 0.84 2216.33 0.23
Motion3-to-4 0.18 0.74 1915.69 0.25
ActionMesh 0.18 0.85 1410.61 0.22
Ours 0.12 0.84 890.96 0.18

Table 5: Quantitative evaluation on Consistent4D. BLARM achieves the best LPIPS, FVD, and
DreamSim scores among feed-forward mesh animation baselines, indicating improved visual fidelity
and temporal consistency on in-the-wild sequences.

Model Runtime
ActionMesh 350 s
Motion324 4.50 s
Mesh4D 55.33 s
Ours 3.13 s

Table 6: We report inference runtime across methods for 16 frame video on rtx 4080

C Implementation Details

Preprocessing. We normalize each training sequence with respect to its first frame. The first-frame
shape is centered and uniformly scaled so that the maximum side length of its bounding box is one,
and the same transformation is applied to all subsequent frames. During training, we sample 10,000
surface points from the canonical mesh and use their coordinates and surface normals as input to the
positional encoding. We use the frozen Triposg shape encoder.

Architecture. Our model uses 31 non-root latent motion components and one additional root
component for global object motion. The hidden dimension is set to 512 throughout the network. For
visual conditioning, we extract frame-wise features from a frozen DINOv3 backbone at 512× 512
resolution. The motion encoder contains 16 blocks, each consisting of cross-attention to DINOv3
visual tokens, spatial self-attention across latent motion components within each frame, and temporal
self-attention across frames for each latent component. We use an attention head dimension of 64
and a dropout rate of 0.05.

Decoders. Rigid transformations are predicted from the output motion latents using two-layer
MLP decoders, with separate heads for rotation and translation. The softmax temperature for both
skinning-weight prediction and the contrastive loss is set to 1.

Training. We train the model with supervision on point offsets. For each frame, the ground-
truth position of each sampled point is computed by applying its barycentric coordinates to the
corresponding mesh vertices provided by the training data. We optimize the model using Adam with
a learning rate of 2× 10−3 and apply gradient clipping. The model is trained for 1000 epochs, taking
approximately 1.5 days on 8 NVIDIA H200 GPUs. The TripoSG encoder, PartField encoder, and
DINOv3 backbone are kept frozen throughout training, and only the newly introduced modules are
optimized.

Inference. At inference time, our model processes 16 frames at once. For longer videos, we apply
the model autoregressively to obtain animations over the full sequence. The factorized attention
design also yields the fastest runtime among the compared methods, as shown in Table 6.

D Motion-aware Contrastive Loss

We describe the implementation of the motion-aware contrastive loss used in Sec. 3.3. The purpose of
this loss is to encourage points with similar ground-truth motion trajectories to have similar predicted
non-root skinning-weights.
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Figure 6: Qualitative comparison on Consistent4D. With reconstructed meshes, BLARM yields
stable animations that better match the input video.

D.1 Trajectory Descriptor.

For each point trajectory {x∗
t,n}Tt=1, we construct a compact motion descriptor from local temporal

triplets (x∗
t−1,n,x

∗
t,n,x

∗
t+1,n). Let

u−
t,n =

x∗
t,n − x∗

t−1,n

∥x∗
t,n − x∗

t−1,n∥2 + ϵ
, u+

t,n =
x∗
t+1,n − x∗

t,n

∥x∗
t+1,n − x∗

t,n∥2 + ϵ
. (12)

We define a rotation-axis direction and a translation direction as

rt,n =
u−
t,n × u+

t,n

∥u−
t,n × u+

t,n∥2 + ϵ
, ht,n =

u−
t,n + u+

t,n

∥u−
t,n + u+

t,n∥2 + ϵ
. (13)

To distinguish static points, we define bt,n = I[st,n < δ]. The final per-frame motion descriptor is

mt,n = [(1− bt,n)rt,n, (1− bt,n)ht,n, bt,n] ∈ R7. (14)

We normalize mt,n before computing pairwise similarities.

5



Figure 7: Limitations. Incorrect vertex-to-component assignments in visually similar regions can
entangle nearby parts, producing less coherent motion.

D.2 Motion-based Pair Mining.

For two points n and m, we compute their trajectory similarity by averaging cosine similarity over
time:

smot
n,m =

1

T

T∑
t=1

⟨mt,n,mt,m⟩ . (15)

For an anchor point a, positives and negatives are selected using fixed motion similarity thresholds:

P(a) = {m | smot
a,m > θ+}, N (a) = {m | smot

a,m < θ−}. (16)

We use θ+ = 0.9 and θ− = 0.5. These values are a strong threshold for positives and negatives.

Motion similarity determines the candidate positive and negative sets, while canonical-space distance
determines the sampling probabilities. Let

da,m = ∥x∗
1,a − x∗

1,m∥2 (17)

be the distance between points in the canonical frame. Positives are sampled preferentially from
nearby motion-consistent points:

q+a,m ∝ I[m ∈ P(a)] 1

da,m
. (18)

Negatives are sampled from two groups. Easy negatives are spatially distant points with dissimilar
motion,

qeasya,m ∝ I[m ∈ N (a)]da,m, (19)
while hard negatives are nearby points with dissimilar motion,

qharda,m ∝ I[m ∈ N (a)]
1

da,m
. (20)

An example of this sampling is shown in Figure 8. This sampling strategy encourages both global
separation between unrelated motions and sharp local transitions between neighboring parts that
move differently.

D.3 Contrastive Objective.

The contrastive loss is applied to the predicted non-root skinning weights wn = {wn,i}Ji=2. For two
points u and v, we measure similarity between their predicted distributions using the Bhattacharyya

6
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Figure 8: Contrastive triplet construction. For each anchor vertex, we sample positive vertices
with similar motion and hard negatives from nearby vertices with dissimilar motion, along with easy
negatives from distant regions. This encourages motion-consistent vertices to learn similar skinning
weights while separating vertices with different motion.

coefficient:

sskinu,v =

J∑
i=2

√
wu,iwv,i. (21)

Given an anchor a, a sampled positive b ∈ P(a), and sampled negativesNs(a), we use the symmetric
InfoNCE loss

Lcon = −1

2

[
log

exp(sskina,b /τ)

exp(sskina,b /τ) +
∑

c∈Ns(a)
exp(sskina,c /τ)

+ log
exp(sskinb,a /τ)

exp(sskinb,a /τ) +
∑

c∈Ns(b)
exp(sskinb,c /τ)

]
.

(22)

where τ is the temperature. This objective encourages vertices with similar trajectory descriptors to
share similar latent skinning distributions, while separating vertices that exhibit different motion.

E Broader Societal Impact.

This work focuses on object-level 3D animation and can reduce the manual effort required to create
animated 3D assets. Since the method operates on object geometry and motion, it does not directly
involve sensitive personal data or decision-making systems. Potential misuse is mainly limited to
creating misleading animated 3D content.
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